
 

 

Open Thesis (MA) 

Data-driven Policy Gradient Methods  

for Linear Time-varying Systems 
 

Description 
 
Policy gradient (PG) methods are optimization-based techniques that 
iteratively refine control policies by directly maximizing performance 
objectives through gradient-based updates. These methods form the 
foundation of many widely used algorithms in reinforcement learning 
and optimal control. 
 
This thesis focuses on applying data-driven PG methods to the linear 
quadratic regulator (LQR) problem for linear time-varying (LTV) 
systems, whereas most existing works primarily consider linear time-
invariant (LTI) systems. In the presence of unknown system dynamics, 
the policy gradient is not directly accessible and must be estimated 
from data. Several data-driven techniques have already been leveraged 
to construct gradient estimators in the LTI setting. The objective of this 
thesis is to extend these frameworks to the LTV setting. 
 
 
Main tasks (tentative, to be discussed in detail) 

• Formulate the optimal control problem for linear time-varying 
systems. 

• Verify that the resulting objective satisfies the gradient-
domination property. 

• Establish convergence guarantees for PG methods when the 
time-varying system matrices are known. 

• Develop data-driven (model-free) gradient estimation 
techniques and provide convergence guarantees under 
unknown dynamics. 

 
Prerequisites 

• Knowledge in Optimal Control, Data-driven Control 
• Strong mathematical background 
• Programming skills, Matlab or Python 

Supervisor: 
 

Bowen Song 

Area: 
 

Optimal Control 
Data-driven Control 

Properties: 
 

Type: MA 
 

30% literature 
50% theory 
20% programming 

 

Beginning: 
 

any time 

Further information: http://www.ist.uni-stuttgart.de/teaching/bama 

http://www.ist.uni-stuttgart.de/teaching/bama

